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Abstract - Data mining and analysis of user information is aatew technology. Many techniques have been ajselto

capture the habits and interests of the user. Eat&dn of user habits has also been derived frochssources as click
streams, databases, and similar sources of datachEobf these methods leverage implicit knowleddgtae to the user's
historical and habitual actions. It is suggestédttinformation could also be polled from the usewarious abstracted
ways, such as a questionnaire, which can pinpoiptieit concepts about a user’s preferences. Tihth@s propose a new
concept for visually rendering both these implaitd explicit concepts. Geospatial Attention Peofilarkup Language
(APML) mapping is a unifying framework intendedgepspatially visualize a user’s attention informsatiand monitor its
changes over time. The goal of this paper is toaestrate the feasibility of presenting such infation via a Google Earth
geographical representation of a user's attentioafiie. The paper also demonstrates other poténties for this type of
data mining when used with the open APML standBiné. authors anticipate that by conducting reseact analysis of the

outlined concepts and developing the proposed fraorle an even greater potential for its benefitsyrba realized.

Index Terms - geospatial mapping, information visualization, APMEoogle Earth, Attention Profile Markup Language
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1. Introduction

Analyzing users’ behavior on the Web is a very intgat

and challenging research topic. If users’ interestn be
automatically detected they can be used for inféiona
recommendation and customized marketing. Eithétyut
can be extremely useful for both users and website
developers [1]. The importance of these dataésalent
and can be seen in the many techniques intended to
capture them. A characteristic of conventional
approaches in obtaining data is that such methodd b
profiles about the user’s access only on data celteby

a single website. This is referred to as site-éerdata

[3]. In a study done by Padmanabhan on site-aeatrd
user-centric data collection, Padmanabhan found- use
centric data outperformed models built on site«dent
data by a margin of 2-1. The results provide evigethat
conclude site-centric data alone proves to incur
potentially erroneous conclusions [3]. Perhaps #tudy
indicates that understanding users’ habits doepmsent

a clear picture of understanding the user in thatirety;

it is merely a small piece of the overall puzzle.

The ability to transition from the site-centric éouser-
centric technology is highly desirable. Until newch a
method has not been widely available. With the atoé
APML, the Attention Profiling Mark-up Language, shi
methodology can easily be adapted and used
interchangeably across sites and vendors.

Attention data is comprised of concepts derivedmfro
website visits, topics discussed in a blog, the imus
listened to through such services as Last.fm, thbsites
bookmarked using social tools like del.icio.us, tbe

photos and videos shared with Flickr and YouTube
[4]. Another way of describing an attention prefis:

"...consolidated, structured descriptions of peaple'
interests and dislikes. The information about your
interests and how much each means to you (rankig)
stored in a way so that computers and web-basedcssr
can easily read it, interpret it, process it andspat on
should you request and permit them to do Ej.

APML provides a standardized way of collecting and
ranking attention data [4] through sets of domaiaesfic
concept and value pairs. Each attention conceptaha
corresponding decimal value between zero (low) @mal
(high). This value indicates the user’s affinity toat
concept. A standardized data format such as APML ca
transition user data mining from a site-centric gldo a
user-centric model. Essentially, any allowed vendo
deploying APML logic can write concepts to a user's
profile through services such as ones offered by
Engagd.com.

2. Conceptualization

Collecting data are only the first step in underdtag the
user. Clearly understanding the data and actirmg uipis
another issue, hence the purpose for establishimgy t
information  visualization framework.  Information
visualization can quickly highlight an area that yma
require closer analysis. It also alleviates infafion
overload on the Web by summarizing a large amoiént o
data into an intuitive multi-dimensional displayrrtat
such as a map [2]. Visualizations can quickly sisthie
market in responding to consumers’ desires whil&inga



the best use of distribution and storage
facilities.  Empirical studies have proven that
visualizations in a geospatial context have beemretdal
in relaying information quickly and easily. FEMARéiz

is one program that uses Google Earth to enhance

visualization. Processed reports are stored gpagitory

and can be retrieved by a web interface. The output

visualization of processed report data is a KMLutoent
that provides dynamic updates, interactive visadilimn,
and a query CDA link. Users can click on the queBA
link to retrieve local news stories through GN tlaae
relevant to the incident that was extracted by
FEMARepViz [4]. This use of visual technology Has
backing of the National Science Foundation alonth wi
The National Visualization and Analytics
Center. Support from such prestigious organization
validate the concept and provide an excellent fatiod
for extended research in this domain.

The following concept outlined in this paper uses a
example of geospatially tracking users’ preferenfes
wine. This of course is only one of a myriad obgible
scenarios. We first query APML data to retrieve
references to specific wines. The data collectdd b
placed in a database where they will be combingti wi
latitude and longitude coordinates to then be etbtt
geospatially and weighted by importance as an ayed
Google Earth.

3. Adaptation of the Concept

For this visualization framework, Google Earth was
chosen as the base application to overlay the mptu
attention data. Google Earth is a familiar tool duger
viewing geospatial information. It is a searchalde
dimensional combination of maps and imagery that
depicts the planet and surrounding space. The gttwatp
initially built the application, which has since dre
acquired by Google, developed an XML standard &iad
to be overlaid on the mapping application called/tkae
Markup Language (KML). KML can be used alone or
can be combined with other media into archive files
called KMZ. This framework uses the KML format to
map the data compiled from test APML profiles geited
from publicly-available information.

The purpose of this visualization is to illustratdich
geographical regions a user’s wine preferencesirsted
to by overlaying the corresponding data onto thedko
Earth application.

For this dataset, three zoom “levels” of mappingreve
created: country (green), region (purple), andragion
(yellow). Each level is rendered as a transpai@nt
dimensional box that expands outward into space to
depict its ‘“importance” to the wuser. In this case
“importance” is based on the quantity of wine owrlgd
the user originating from each location. The levate

color coded so they can be viewed together or mdde
isolate any level separately. This functionalityisilable
within the Places panel in Google Earth.

Figure 1 —A visualization with all features enabled

Figure 1 depicts an overall view of a single user’s
preferences for European wines with place markildeta
enabled. It is easy to discern the importanceocointry,
region, and sub-region as intuitively represented b
encapsulated 3-dimensional graphs extending aveay fr
the surface of the earth — a visualization styteahthors
refer to as “EarthBurst”. Figure 2 illustrates thame
visualization with place mark details disabled.

Ty

T o ORI

— Same visualization with details disabled

As the level and place mark detail visibility mag b
controlled with Google Earth, the issue with foayer-
context can be manipulated easily. Disabling aepiar
level enables a user to view finer-grained geograph
information. Figure 3 depicts the fact that byathiéng
the country level, a clearer understanding of thestm
important regions becomes evident.



Figure 3 —Country level disabled exposing regions

As illustrated in Figure 4, further disabling thegion
level enables the user to locate the most popular s
regions.

Figure 4 —Region level disabled exposing sub-regions

By clicking a specific place marker, concepts dediv
from the user’s attention profile are linked tottepecific
location in the form of an unordered list (Figurg 5
Future plans for added place marker functionalitg a
currently being developed. One concept being egglo
involves utilizing the Viddler API to directly embe
location-related Flash videos from popular dailynevi
blog “Wine Library TV". By embedding these videos,
additional information can be used to explain acela
marker in more detail. This yields an enhancedraive
visualization.

Figure 5 —Viewing place marker details

Figure 6 —Embedded video detail proof-of-concept

The ability to trend this information over time adso a
very powerful tool [7]. Visualizing changes in ctry,
regional, and sub-regional preferences over timg b
useful for explaining how climate changes, new agets,
grape growing techniques, and professional wineevey
influence what a consumer wishes to purchase. The
ability to observe all three regional levels sirankously
enables the user to comprehend both the overallirpic
and the finer grained details instantaneously. sThi
method of encapsulating children regions withinepar
regions also establishes a hierarchical structheg is
easily visible upon viewing the visualization.

4. Use Case — Wine Mining

The overall goal of this case is to analyze pasteand
trends in wine preferences. This is accomplishgd b
studying APML profiles based on user purchases and
reviewing activities. Wine enthusiasts are cortgfan
discussing where the next “big” wine producing ceg

will be, both in general and for specific typeswanes.

For example, some people may fervently argue that
Pennsylvania Cabernet Francs will emerge as a popul
wine within the next ten years. This was a prima&gson

for using wine preferences as an example use casé;
topics are generally open for great debate, andbean
visually validated employing the proposed framework



Although not all available information will be enmyed
in this case study, it should be noted that thditakib
map a specific location to a general point on a,magp a
specific wine to its location of origin, and mapser’s
ranking of specific wines are part of the functiitya
There are also additional variables to consideh sag
price, ratings and production levels if desired.

In the future, this information may be viewed as a
function of time to detect shifts in either locatiamr
importance. Incremental snapshots of a user's APML
profile can be visually rendered and merged toterea
animation of changes in preference over time. By t
temporal mapping of a person’s preferences, in ¢hise
wine, the use can begin to recognize emerging srend
related to regional preferences. By combining ¢hes
shapshots, new and exciting trends may be discdvere
and/or validated.

5. Future Applications

The framework presented is easily adapted to many
datasets. There are numerous preferences thabe&an
mapped to specific geographic locations. For exampl
travel and leisure activities, food and beveragees
news outlets — essentially anything that can bepeafo

a location.

The ability to use this framework as a geodemograph
system capable of extracting data from multiplersesi to
visualize where users with similar preferenceslacated
in proximity to each other also exists. This aids
determining markets where like-minded people may
reside [6]. Employing the illustrated example, a
distributor may notice a trend that people in ataier
geographic area share a preference for wine praduce
from a specific region. They can then adjust their
distribution accordingly to account for those prefees.

6. Technical Overview

Numerous open source Java libraries were utilized t
develop the proposed solution. To better undedstha
technologies behind the specific use case outlingdis
paper, it is appropriate to analyze the steps tatken
generate the final visualizations. It will be robtihat the
authors intend to release this framework under an
appropriate open source license in the near future.

1. Data Acquisition

Since APML is a relatively new specification, thé&leors
were unable to locate any wine vendor websites that
adopted APML exports with their services. The atgh
could, however, locate a handful of sites whererase
publicly displayed a maintained list of their curtlg
purchased and reviewed wines. A sample of 100igybl
available wine profiles in HTML format was downlaat]

where a regular expression was applied to the otsjte
and any HTML markup within the text was filtered
out. From here, the authors were able to parselbthe
relevant information contained within each useiist |
(wine name, location, quantity, etc.) Any inforioat
retrieved related to a unique wine was persisted &
Postgresdatabase for later retrievaAPMLStreamwas
used to write the raw data to an APML object. T&s
then serialized to the compliant XML-based APML 0.6
specification and written to the hard drive. Twofpes
were created for each user APML file. The firsbfpe
was designed to store information about “location

concepts”, while the other was intended to store
information  related to specific “wine bottle
concepts”. Location concept values were initially

calculated by a simple averaging algorithm of wine
bottles per location. Wine bottle concept valuesenalso
calculated with a simple averaging algorithm basedhe
guantity of bottles purchased compared to the dvera
number of wines in the list. It should be notedtthpon
greater adoption of APML exporting features between
web services, this step probably not be neededwast
primarily a technique used to create a test datafet
implicit user preferences. In the future, the atgh
anticipate that this process will be simplifiedaoquiring
public APML profiles directly from a vendor or web
service such as Engagd.

2. Data Persistence

With the test APML files created and stored on fike
system, the authors were able to begin the prooéss
linking location and wine bottle concepts to actual
locations on a map. Again usingPMLStream to
deserialize each user attention profile to memahg
authors first iterated through all location consegtored
within the location profile. Numerous pieces ofadmust

be merged with the location concept to appropratel
render it within the visualization. Such data ud#s
latitude and longitude coordinates, its APML valaed
the list of its associated wines. Consequenthgasdary
medium is required to link these relevant data
together. Apache Lucenewas chosen to index these
concepts and link together the required information
rendering the visualization. This also enabled ahdity

to leverage Lucene’s extensive querying features fo
filtering out concepts to render customized andcifioe
visualizations. GeoGooglewas utilized to directly query
Google services for latitude and longitude coortdinaof

a given location. These coordinates were indexedga
with the location concept usingLocalLucene
LocalLucene is an extension to Lucene that enables
geospatial queries to be applied to an index, sagh
retrieving results only within a certain distanoeatgiven
coordinate. This is yet another feature that cantilized

to filter information for more specific
visualizations. Lastly, the list of specific wir®ncepts
were matched with their originating location cortsegnd
added to the index. Indexes can be regeneratednon



incremental basis to reflect changes in the usdténtion
profile. The figure below illustrates the compasitof a
sample index viewed with Luke, the Lucene index
toolbox. The authors also envision the abilityetgress
an index in RDF for exchanging and reusing thisadat
between heterogeneous web services.

Figure 7 -Analyzing a sample user index with Luke
3. Data Conversion

Having created the user indexes with the appragyiat
linked information, attention data can now be eotizd

for rendering in Google Earth. Using Lucene’s astee
querying features, information can be filtered for
customized visualizations. In the examples pravide
this paper however, an overall view of the colldctiata

is being considered. Because of this, an all sich
query is being applied. Iterating through thesgexed
documents, information is pulled from each fieldc(llat,
loc_Ing, loc_name, loc_weight, wine_list), and
appropriately applied to various KML objects using
GEKMLLIib. Sub-region placemarkers (Level 3) are first
generated according to the coordinates found inute
index. An algorithm is then applied to clustematet sub-
regions together in order to form the boundarieshef
region (Level 2) boxes. The same algorithm is then
applied to cluster related regions together fordreation

of the country (Level 1) boxes. This produces the
“encapsulated” feature demonstrated in the visattns

in which a parent level encompasses all children
levels. Box height for each level is calculateddshon its
ranking within the user’s attention profile. TheMK
object is then serialized and stored on the filsteay for
viewing in Google Earth. The layer-upon-layer effean

be manipulated in Google Earth’s side panel, as
illustrated.

Figure 8 —-Side-panel view of the three “levels”

7. Conclusion

Since this is the authors’ initial research of treely
new technology, it would be appropriate to discssse
general issues and lessons gained from this pdpestly,
since APML is a new open standard, there are ctlyren
no empirical studies that could be found geared
specifically towards the feasibility of visualizidgPML
profiles. Consequently, the authors establishemhigue
framework of acquiring, storing, rendering, and
visualizing attention data as a function of timélhe
authors intend to continue developing these newly



formulated ideas and incorporate new APML
specification features as they become availabléso At

is realized that the success of such a framewoekthyr
relies on the adoption of APML within domain-specif
web services. Currently, the visualizations présgn
were derived from implicit concepts only. It wille
interesting to compare these visualizations to aemo
accurate explicit concept dataset once they become
available. The authors recognize the need tocssider
ways to accurately aggregate APML information betmve
different vendors. Since numerous sites can wdte
single APML profile, each vendor may develop an
individualized method to calculate concept valu&bese
differences will have to be accounted for in théufe
when rendering the proposed visualizations. Lagtg
authors intend to continue the validation of theegated
results. As expected, the initial data extractexnfthe
users’ public wine lists had to be groomed. Thiasw
especially true for location names so they were
recognized by Google’s geo service. It would bsentd
continue this validation with willing domain expgrt

Overall, based on initial research and developmieris,
evident that leveraging open formatted public data
relating to users’ preferences can be incrediblyale

for geospatially visualizing trends and patternft is
feasible to achieve this goal through the use oMAP
and continued research in this area is warranted.
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